
AGENT PORTABLE DATA ANALYSIS PIPELINE USER MANUAL
Introduction

This document is the user manual for the AGENT Portable Data Analysis Pipeline, a ready-packaged tool pipeline to support the analysis of large-scale genotyping data, with a particular focus on the genomics of genebanks.  It has been developed as part of the AGENT project (http://www.agent-project.eu). This Manual describes the necessary setup to enable its use under Windows, macOS, and LINUX.
The pipeline works on all VCF files that comply with the standard described in the AGENT VCF formatting guidelines. Specifically, this standard requires that samples have been submitted to the EMBL-EBI Biosamples database (https://www.ebi.ac.uk/biosamples/) and that Biosamples IDs are provided in the VCF as described in the publication.  This allows the pipeline to retrieve sample metadata automatically from the Biosamples DB and use that to prepare appropriate outputs. All VCFs released by the AGENT project are compatible with this format.	Comment by Severing, Edouard: Best not to mention this part as the current implementation does not fetch any biosample information meta data. Currently only passport data is retrieved. For meta data information retrieval we probably have to implement different fetch methods for the different sample databases that exists 

Installation

To install the Container, please see the installation guide (URL).

Workflow

The two main analyses provided are a Principal Component Analysis (PCA) and a Genome Wide Association Study (GWAS). A PCA is executed prior the GWAS analysis and the PCA results are used as co-variates to correct for population structures. The workflow has been designed with this idea in mind and therefore the GWAS analysis is performed using files that are produced during the PCA workflow. The whole analysis workflow currently implemented is presented in Figure 1. In the following sections we give an overview of the input files for analysis and output of the pipeline. To this end we will use the 445SSD lettuce dataset (Wei et al., (2021)), which has been included in the Container, as an example.
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Figure 1 Overall workflow within the portable analysis pipeline. AGENT compatible genotype (VCF), passport -and phenotypic serve as main input in the pipeline (orange). Intermediate files produced during the analysis which serve as input for subsequent steps are depicted in blue. The output of the pipeline are mainly figures and a table with significant SNPs (green). 
Input files
The pipeline is relatively flexible, but we will make use of input files that comply with AGENT specifications. Although functionalities are present to retrieve data directly from FAIRDOM, they are not discussed here as genotype/phenotype datalinks are not fully implemented in FAIRDOM at the time of writing this document.

Genotype data, VCF files
Currently, the pipeline is expected to work with genotype data in VCF format. Variant ID names are not strictly required to be present in the VCF file. However, if present the expected format is at least Chromosome and Position separated by a colon (e.g., chr1:1240). This specific format is required for the processing of GWAS results and is also automatically produced for SNPs positions without variant ID.

Passport Data
In AGENT the Multi-Crop Passport Descriptors standard (MCPD) (Alercia et al., (2015)) is used to describe specific information of the samples that have been genotyped. In this document we will use the passport data for coloring the PCA plot. To this end, a script was made to extract and format the data for mapping from the Passport data file. However, advanced users can simply generate their own mapping file.

Phenotypic Data
Scripts are provided to extract phenotypic data from the standardized AGENT excel templates and store in tab-delimited text files. The resulting tables can be used for GWAS analysis.
Running commands inside the container

As described earlier, the portable analysis pipeline has been packed into a singularity container. Each command is executed using the basic command:

singularity exec agentProduction_29122022.sif [COMMAND] 

When executed, the container will use the home folder of the current user as the main working folder. This is not always very convenient and sometimes even confusing. We therefore strongly suggest working from a specific folder and binding it to a path inside the container. For example, the following command will bind the current working directory (retrieved using `pwd`) to the path /base inside the container prior to executing the command.

singularity exec –bind `pwd`:/base agentProduction_29122022.sif [COMMAND] 

Once the path mapping is specified, all files in the current folder should be provided as absolute paths e.g., /base/[filename].
Before starting the analysis 

For running the examples in this manual, we first create a folder testRun (any other name is possible) and set it as our current working directory.

#create the folder 
mkdir testRun 

#set the folder as working directory 
cd testRun 

The following files are to be placed inside the testRun directory:

1. agentProduction_29122022.sif: This file is the Singularity container which will be used for executing the analysis.
2. Lactuca.snp.mod.gz: This file is a compressed VCF file containing the SNP information for the Lettuce dataset. The names of the samples were modified from sequencing runs to the corresponding CGN identifiers.
3. Cnr06Passport_281022.xlsx: This file contains the MCPD data for the lettuce data formatted to AGENT specifications that we use for colouring the PCA plot.
4. WUR.phenotyepes.xlsx: This file contains the phenotypic data for the lettuce data according to AGENT specifications that we will use for the GWAS analysis.

Running the PCA analysis

Step 1. Automated PCA generation.

singularity exec --bind `pwd`:/base agentProduction_29122022.sif vcfToPCA.py --vcf /base/Lactuca.snp.mod.gz --outputbase /base/officialfull

The full set of available parameters for this script can be obtained by running:

singularity exec --bind `pwd`:/base agentProduction_29122022.sif vcfToPCA.py –help 

This command will first convert the vcf input (Lactuca.snp.mod.gz) into PLINK files. Next, two diagnostic plots are produced that provide an impression on the fraction of genotypes that were not called per individual (Figure 2) and a distribution of the fraction of missed calls per marker (Figure 3).
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[bookmark: _Ref123302558]Figure 2 Missed calls per individual
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Figure 3 Distribution of missed calls per marker. Note, the automatically set bin-size in this specific case might not have been optimal for the dataset.
After the diagnostic plots, the pipeline will filter the genotype data by removing: 1. individuals with higher than specified fraction of missed genotype calls; 2. Markers with a higher than specified fraction of missed calls; 3 Markers with minor allele frequencies lower than a specified threshold. The parameters for these filters can be adapted by the user.

The last processing step that is performed prior to the PCA calculations is pruning of markers. That is, the number of markers is reduced by limiting the purging markers which are in LINKAGE disequilibrium according to a pre-set threshold. The parameters can be adapted by the user.

After the pruning step, the Principal Component analysis will be performed.

The parameter –outputbase gives the prefix of all intermediate- and final output files that are produced by this command. The main output files in this example are:

1. officialfull_pca.eigenval: This file is used for generating the scree-plot and will be needed for plotting the PCA.
2. officialfull_pca.eigenvec: This file contains the eigenvectors for plotting the PCA and will be used later on in the GWAS analysis.
3. officialfull_pca.eigenvec.var: This file is needed for calculating the variance explained by each of the components.
4. officialfull_pca.eigenval.png: The scree plot resulting from the PCA (Figure 4).
5. officialfull_prune.bed, officialfull_prune.fam, officialfull_prune.bim: This trio of files contained the processed genotype data that will be used in the GWAS analysis.
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Step 2. Retrieving species information for the samples

This step is not strictly required but will make the final PCA plot more informative by adding species information. Following command can be used to extract the species information from the passport data (which is stored in the column SPECIES). For this script to work, the passport data file must be correctly formatted. The output of the script is a text file (in this case ultramapping.txt) which contains the available species information for the Lettuce samples.

singularity exec --bind `pwd`:/base agentProduction_29122022.sif  mappingDataFromPassPort --infile /base/Cnr06Passport_281022.xlsx --extract SPECIES --output /base/ultrampping.txt

To get a list of available information (although not all useful) in the passport file the following command can be executed:

singularity exec --bind `pwd`:/base agentProduction_29122022.sif  mappingDataFromPassPort --infile /base/Cnr06Passport_281022.xlsx --showlist

Step 3. Plotting the PCA.

Finally, with the mapping data we can plot the PCA with colours corresponding to species information of the samples using the following command. 

singularity exec --bind `pwd`:/base agentProduction_29122022.sif plotPCA.py --basename /base/officialfull --mappingfile /base/ultrampping.txt --mappingname SPECIES

Note, that the --basename parameter corresponds to the –outputbase parameter of step 1. The reason for this is that the script can then by itself determine which files it has to retrieve for generating the plot. The mappingfile parameter corresponds to the –output parameter of step2. The results of the PCA plotting script for this example is provided in Figure 5.
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Running the GWAS analysis

Step 1. Preparing the phenotypic data (I)

As mentioned earlier, the PCA analysis will produce PLINK files with pruned genotype information that serves as the genotypic input for the GWAS analysis. Therefore, we just need to prepare the phenotypic data. To this end we use WUR.phenotyepes.xlsx file which contains phenotypic information for the Lettuce dataset formatted according to AGENT specifications. Note, that this script may not work correctly on files that did not pass the AGENT validator for phenotypic data.

By executing the following command, a list can be obtained containing the available phenotypic information in the file.

singularity exec --bind `pwd`:/base agentProduction_29122022.sif extractPhenotypesFromAgent --input /base/WUR.phenotyepes.xlsx –listobservations

Once, the desired phenotypic data can subsequently be extracted using the following command. The output of this script can be found in the file pre_phenotype.txt.

singularity exec --bind `pwd`:/base agentProduction_29122022.sif extractPhenotypesFromAgent --input /base/WUR.phenotyepes.xlsx --extract BL22_WUR_observation_score BL24_WUR_observation_score --outputfile /base/pre_phenotype.txt

Step 1b. Preparing the phenotypic data (II)

Unfortunately, the sample-IDs in the phenotypic file correspond to AGENT IDs and not the identifiers in the original VCF file. Although a conversion table is provided in the phenotype file, the corresponding sheet is not a mandatory one and can be absent or have any name.  Therefore, it is not possible to make a single command script that retrieves that information. We have for this example included a conversion table (emergencyConversion.txt) that we can use to link the phenotypes to the correct sample IDs within the original VCF file. The ID linking can be done using the following command:

singularity exec --bind `pwd`:/base agentProduction_29122022.sif singleColMap.py --source /base/emergencyConversion.txt --sicol 0 --smcol -1 --tcol 0 --icol 0 --NA_rep NaN --header --input /base/pre_phenotype.txt --output /base/final.phenotype.txt

The source file for this command is the conversion file emergencyConversion.txt. sicol 0 corresponds to the lookup column, smcol contains the ID that needs to be linked. The input file is the pre_phenotype.txt file for which we want to convert the IDs. tcol corresponds to column number in the input file which we will look up in the source file. Icol has the same value as tCol because we want to replace the current Id with the new one in the same column. The header parameter indicates that the first row in our input file is a header. Finally, the output will be placed in final.phenotype.txt.

Step 3. Running the GWAS analysis

After preparing the phenotype file we can finally run the GWAS analysis itself. The analysis is performed using the program/method BLINK. We specifically chose this method for its speed and low memory resource usage.  The following command is a wrapper around the BLINK program.

singularity exec --bind `pwd`:/base agentProduction_29122022.sif GWASblink.py --inputbase /base/officialfull   --phenotypefile /base/final.phenotype.txt

Note, that again the inputbase parameter is the same as the outputbase parameter for the PCA analysis. This again is done here for automatic gathering and preparing of the necessary files for the GWAS analysis. In contrast, the phenotypic file is the same as that produced after the ID mapping step. The main files produced by this script for this specific analysis are: BL22_WUR_observation_score_GWAS_result.txt and BL24_WUR_observation_score_GWAS_result.txt. These files contain the per marker p-values for the traits analysed.








Step 4. Processing the GWAS results

In the final step we will process the raw GWAS results, generate Manhattan- and QQ- plots and extract a list of significant markers. For significant markers we use as cutoff: 0.05 / number of markers. This corresponds to a Bonferroni correction for multiple testing. The cut-off can be changed by the user. The following command is used for processing the GWAS results:

singularity exec --bind `pwd`:/base agentProduction_29122022.sif processGWAS.py --inputbase /base/officialfull

Again, here we use the same rule for the inputbase. This script will search for all available GWAS results given the phenotype file that was used in step3. Note, that the processing might go wrong when multiple GWAS analysis of independent genotypic data was performed in the same folder. The same set of files will be produced for each trait. If we use BL22_WUR_observation_score_GWAS_result.txt, the files that will be generated for this trait are:

1. BL22_WUR_observation_score_QQplot.png: The QQ-plot (Figure 6).
2. BL22_WUR_observation_score.manh.png: The Manhattan plot (Figure 7).
3. BL22_WUR_observation_score_sigSNPs.table: Table containing, the SNPs that had a significant association with the trait.
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[bookmark: _Ref123302838]Figure 6 QQ plot for trait: BL22_WUR_observation_score
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[bookmark: _Ref123302881]Figure 7 Manhattan plot for trait: BL22_WUR_observation_score
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